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KEY Takeaways DAY-3

SQL server Memory Architecture
Locks , Blocks and Deadlocks
Analyzing Execution Plan
Database scoped Configurations
Azure Automation

Labs and Discussions
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NUMA Node

e Memory Architecture
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NUMA Node

Memory Architecture
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Non-Uniform Memory Architecture(NUMA)

e In NUMA System , Each processor has its own memory controller and a direct connection to a dedicated
bank of RAM, Which is referred as local memory and together they called as NUMA NODE.

e A NUMA Node can access memory from another NUMA Node ~ Remote Memory Access .

e NUMA Node is the Fundamental of SQL Server Memory Architecture and SQL Server Creates its Own internal
Node on start up and maps directly into NUMA Node .

e Hyperthreading is a technology, that allows one core in the processor to look like 2 core to the OS in a ratio
1:2

LA o
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SQL Server Memory

Based on the target MAX memory , Each NUMA
gets an equal amount of memory in their
respective nodes . For an Eg: If we run a query &
it,s assigned a Worker thread on Scheduler 0 on
Node O then SQL server will try to use the
memory in Node O to keep it local .

If the Memory is not evenly distributed across the
Nodes , Then we may encounter Remote Memory
Access to satisfy a Query requiring more memory
than the available memory in Node .

SQL Server has three-layer structure , whenever
there is a memory requirement , The request
goes via the memory clerks to Memory Node and
the requested memory is granted based on
availability and Working Sets
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Base Allocators

Virtualalloc()

RAM « ‘

SaQLN

sys.dm_os_ring_buffers
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Structured Allocators @ ¢ '
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Memory Objects  CLOCK System
sys.dm_os_nodes sys.dm_os_memory_nodes
Memory Nodes sys.dm_os_memory_clerks sys.dm_os_memory_objects

sys.dm_os_process_memory
Memory Clerks
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Lock Resources

Locks can be applied on the following resources on SQL Server
e RID - Row ldentifier — can place a lock single row in a table
e Key—can place a lock Single row within the Index (depends on what index they have)
e Page—can place a lock 8KB size
e Extent—can place a lock 8pages (Extent)
e Object —when lock is placed it is locking the table as well as indexes in the table
e Database — Locking entire Database while altering the property

e



Shared (S)
Update (U)
Exclusive (X)
Schema (Sch)

Lock Modes

Intent lock modes (1U/1S/1X)
Conversion lock modes(SIX,SIU,UIX)
Bulk update (BU)
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Shared and Exclusive lock

e Shared lock[S]:
Multiple users can able to read the data on specific resource. No transaction or
query need to wait.
>When transaction starts internally lock manager applies shared lock and once
reading completed lock revoked automatically.

e Update Lock [U]:
This lock is similar to an exclusive lock but is designed to be more flexible in a
way. An update lock can be imposed on a record that already has a shared lock.
>While the update lock can be imposed on a record that has the shared lock, the
shared lock cannot be imposed on the record that already has the update lock

N\
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Update and Schema Lock

e Exclusive Lock[X]:
When we perform any insert, update and delete operations then exclusive lock (X) placed on resource.
>Always lock manager gives the priority to DML operations compare to any select queries.

e Schema Lock (SCH-L):
The locks are acquired on objects (and metadata) level and protecting the metadata.
a)Schema stability lock (SCH-S): used while generating execution plans, but do not block the access to the
object data
b)Schema Modification Lock (SCH-M): Blocks the access to the data as the structure is being changed
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Intent Lock and Bulk Lock

e Intent lock:
Indented to apply desired lock on particular lock.
a) Intent Shared [IS] --Indented to read the data
b) Intent Exclusive [IX]--Intended to write the data
c)Shared with Intent Exclusive [SIX] — This higher level lock can be placed only on the tables. When you want to
read the complete information, but want to modify only few information.

e Bulk Update [BU]:
This lock is designed to be used by bulk import operations. When a bulk update lock is acquired, other processes
will not be able to access a table during the bulk load execution
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Deadlock

A deadlock occurs when 2 processes are competing for exclusive access to a resource but is unable to obtain
exclusive access to it because the other process is preventing it. This results in a standoff where neither process can
proceed. The only way out of a deadlock is for one of the processes to be terminated. SQL Server automatically
detects when deadlocks have occurred and takes action by killing one of the processes known as the victim.

How do | know if | have a deadlock?

The first sign you will have of a deadlock is the following error message which will be displayed to the user who own the process
that was selected as the deadlock victim.

Msg 1205, Level 13, State 51, Line 6
Transaction (Process ID 62) was deadlocked on lock resources with another process and has been chosen as the deadlock
victim. Rerun the transaction.

The other user whose process was not selected as the victim will be most likely be completely unaware that their process
participated in a deadlock.

Z
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How SQL Server handles deadlocks

The lock manager in SQL Server automatically searches for deadlocks, this thread which is called the
LOCK_MONITOR looks for deadlocks every 5 seconds. When it detects a deadlock it chooses one of the transactions
to be the victim and sends a 1205 error to the client which owns the connection. This transaction is then

terminated and rolled back which releases all the resources on which it held a lock, allowing the other transaction
involved in the deadlock to continue.

Deadlocks always kill or resolved by deadlock manager based on "DEADLOCK_PRIORITY” parameter gives which
SPID need to kill.

DEADLOCK_PRIORITY: It provides which transaction need to kill on basis below factors.
»  Which transaction takes less time to roll back
»  When transaction started?
»  What type of statement which is

»  Pass the final information to dead lock manager and kills victim transaction to fix deadlock.
How to minimize deadlocks:
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Blocking

"Blocking" is simply a term that means that one connection is holding a lock on a resource when
another connection wants to read or write to it. It doesn't necessarily mean that the owner connection
won't release it, just that it's currently holding it.

Blocking occurs when one SPID holds a lock on a specific resource and a second SPID attempts to
acquire a conflicting lock type on the same resource.
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How to find blocking

MmN -
=) Fends 'y Messages
Eemnt Ty Fasmsien [Dveriinis
1 Lthﬂ-l z U TE Ordes SE T st = B0 'WHERE Cetarill = 1

Run sp_who?2 to identify the lead blocker followed by DBCC INPUTBUFFER using the lead blocker SPID. DBCC
INPUTBUFFER(SPID), results with the column “Eventinfo”, providing the detail that | need on the T-SQL which is
causing the problem.

= Hesllalm Messages |

SPID | Status | Loon | HostName e | Command |
l 28 slesping 28 . TASK MANAGER
|29 | 29 sleeping sa . tes TASK MANAGER
l a1 sleapng MT.. PINE-2542B585E7 AWAITING COMMAND
31_ 52 slesping NT.. PINK-2542B585E7 o AWAITING COMMAND
i a3 RUNNABLE PL. PIME-2542B585E7 test  SELECT INTD
l 54 SUSPENDED PL.. PIME-2542B525E7 test  UPDATE
|34 | % SUSPENDED PL.. PIME-2542B585E7 test  SELECT
135 | % slespmg Pl FINK-2542B585E7 AWAITING COMMAND
l a7 slesping PL.. PIME-2542B585E7 best | AWAITING COMMAND
I slesping NT..  PINE-2942B585E7 il . AWAITING COMMAND
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Knowledge Check

Which of the following lock type is acquired during actual modification of the data ?
Shared

Update

Exclusive

cogo e

Memory clerks are the actual components in SQL server , who requires memory .
TRUE
FALSE

coe

Under which of the following conditions a database can be fully locked ?
Dropping the Database
Alerting the property of the Database

coo e

Creating a Table in the Database

e



Execution Plan- Overview

Binary representation of the steps that will be followed by the SQL Server Engine to execute the query
Most efficient and least cost roadmap -> generated by the SQL Server Query Optimizer
e The plan will be created based on
o the query processor tree -> resulting from the binding step
o the database tables and indexes statistics -> that describes the distribution and uniqueness of the

data within the database objects
® |tisveryimportant to keep the statistics indexes up to date, in order to be able to create the most optimal

execution plan.
e PLAN CACHE ->Large number of ad hoc queries running on the database will prevent the execution plans
from being reused and require continuous plans generations.
These plan cache can be used for stored procedure with different parameters
The total cost of each candidate execution plan is calculated by assigning a weight for each operation, then

summing the cost of all these operations together.
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O Estimated Execution Plan: plan generated by parsing the submitted query as an estimate of how the query will be
executed, without being executed

m Used for troubleshooting complex queries that take a long time to run
m Estimated and the Actual Execution Plans can differ greatly, due to the difference between actual table data

and statistics.
m Frequent data insertion and modification operations can also make the statistics less accurate.

m The Estimated Execution Plan will not be able to be generated when the query has a temporary table that
has not been created yet, as the query is not executed to create the table
m Thisissue can be fixed by updating the index’s statistics

O Actual Execution Plan: plan generated executing the submitted query, displaying the actual steps that followed
while executing the query.

Live Execution Statistics: monitor runtime statistics for each operator in the execution plan > track the flow of the data between the
different operators > include the number of processed rows, the time consumed by each operator and the overall progress of the query

execution.
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Analyze Execution Plan

Upper part -> the cost of
this query relative to the
overall batch cost.

Right to left and top to
bottom

Estimate I/O and CPU
costs -> estimated cost
assigned by the SQL

Server Query Optimizer
during the execution.

Arrows -> the direction
and the amount of the
data passed between
these operators in the SQL
Execution Plan.

Subtree cost of the
operator -> the full cost of

the plan can be derived
from the final operation
accumulatively

Ordered Boolean value ->

the data that the current

operator is processing is
sorted or not.

Thickness of the arrow - Cost percent of operator -
>the amount of data > cost of that operator
passed between the with relative to the overall

operators. query cost

Node ID -> order of the
operator
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Execution Plan Operators

L TABLES SCAN,INDEX SCAN and INDEX SEEK

d ROW ID Lookup: A RID is a row locator that includes information about the location of that record such as
the database file, the page, the slot numbers that helps to identify the location of the row quickly. -> Heap
table

d Key Lookup: the SQL Server Engine will use the clustered index key as a reference to look up for the data that
is stored in the clustered index using the clustered key values stored in the Non-Clustered index. It can be
also due to missing column in an index or missing index

O SORT: to sort the data as specified in the ORDER BY clause. Expensive operation ->you need always to think if
this sort operation is really required, if you can live without it, it is better not to use it or create an index to
have a sorted copy of this column, eliminating the SORT operator overhead.

d Stream Aggregate: The aggregate expressions include the MIN, MAX, COUNT, AVG, SUM operations. AVG
aggregate function order, that will compute the SUM and COUNT of the aggregated column and stored the
values in Expr1004 and Expr1005, in order to evaluate the AVG value

 Compute Scalar operator is used to calculate a new value > includes conversion or concatenation of the
scalar value.
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Knowledge Check

Which of the following Operator is a most expensive operator and can be avoided by using a Clustered index.
SORT

TOP

SCALAR

Which of the following TSQL gives graphical execution plan ?
SET SHOWPLAN_TEXT ON

SET SHOWPLAN_ALL ON

SET SHOWPLAN XML ON

Which of the followings property explains the ability of using multiple CPU in a query execution process ?
MAXDOP

PARAMETER_SNIFFING

LEGACY_CARDINALITY_ESTIMATION

e



Keep Query Store adjusted to your workload

L Max Size (MB) specifies the limit for the data space that Query Store takes inside your database.

O Query Store collects queries, execution plans, and statistics, its size in the database grows until this limit is
reached > Query Store automatically changes the operation mode to read-only and stops collecting new
data, which means that your performance analysis is no longer accurate.

 Data Flush Interval (Minutes): It defines the frequency to persist collected runtime statistics to disk.

L Statistics Collection Interval: Defines the level of granularity for the collected runtime statistic, expressed in
minutes. The default is 60 minutes. Consider using a lower value if you require finer granularity or less time
to detect and mitigate issues. Keep in mind that the value directly affects the size of Query Store data.

d Stale Query Threshold (Days): Time-based cleanup policy that controls the retention period of persisted
runtime statistics and inactive queries, expressed in days. By default, Query Store is configured to keep the
data for 30 days, which might be unnecessarily long for your scenario.

L Avoid keeping historical data that you don't plan to use. This practice reduces changes to read-only status.
The size of Query Store data and the time to detect and mitigate the issue will be more predictable.
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Keep Query Store adjusted to your workload

(d Size Based Cleanup Mode: Specifies whether automatic data cleanup takes place when Query Store data size
approaches the limit. Activate size-based cleanup to make sure that Query Store always runs in read-write mode
and collects the latest data.

d Query Store Capture Mode: Specifies the query capture policy for Query Store.

All: Captures all queries. This option is the default in SQL Server 2016 (13.x) and SQL Server 2017 (14.x).
Auto: Infrequent queries and queries with insignificant compile and execution duration are ignored.
Thresholds for execution count, compile, and runtime duration are internally determined. Starting with SQL
Server 2019 (15.x), this is the default option.

None: Query Store stops capturing new queries.

Custom: Allows additional control and the capability to fine-tune the data collection policy. The new custom
settings define what happens during the internal capture policy time threshold. This is a time boundary
during which the configurable conditions are evaluated and, if any are true, the query is eligible to be
captured by Query Store.
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Azure
Automation

o\

Automation Using ARM

Automation Using Azure
Automation Account

Job scheduling Using
Elastic Job agent (preview)

Logic APP / Power APP
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Thanks!

Contact us:
training@apps2fusion.com
+44 207 101 9262

+ 1212404 1735

www.apps2fusion.com
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